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Introduction
Welcome to the activereach 2018 guide to DDoS, DDoS mitigation and DDoS testing. This guide 
is aimed at technically aware business people who do not necessarily have a background in data 
networking or security.

The guide is split into the following sections.

Section 1 - An introduction to Distributed Denial of Service attacks and mitigating them

Section 2 – Assessing the business risk posed by Distributed Denial of Service attacks

Section 3 - Testing Distributed Denial of Service mitigation 

About activereach
activereach® is a leading technology integrator providing bespoke IT solutions and professional services 
to customers in the areas of Security, Collaboration and Connectivity. Our independent consultative 
approach helps organizations maximise business value from their technology investments, providing a 
platform for businesses to grow, reinvent and transform.

Working in partnership with many of the world’s leading technology vendors and software providers, we 
offer the most innovative hosted, on-premise and cloud based services. Our consultancy, technology 
and services have transformed hundreds of businesses across the UK, Europe & Middle East – ranging 
from FTSE 500 enterprises to corporates and SMEs. Operating across our activeNETWORKS™, 
activeDEFENCE™ and activeCONNECT™ technology divisions, activereach is headquartered near 
London, UK.

activereach is the UK’s leading company in DDoS testing and provides a wide range of security 
solutions, including DDoS mitigation services for customers in the private and public sector. 

Please visit www.activereach.net to find out more.

About the author
Max Pritchard is a pre-sales consultant with activereach who has been designing secure 
business networks for 20 years with network integrators, ISPs and Telcos. He now 
helps UK businesses make sense of DDoS threats, designing, implementing and testing 
DDoS mitigation solutions.
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Section 1 - An introduction to DDoS attacks and mitigating them

Definition
In computing, Denial-of-Service (DoS) refers to activities or events that prevent legitimate use of a 
computer or network service. There are a number of forms of denial of service, but those which involve 
multiple compromised systems (usually spread over a wide area) being used together to attack a target 
is known as a Distributed Denial-of-Service, or DDoS attack.

DDoS events can be accidental. Anyone who has tried to buy tickets to a popular event online may 
have experienced the website “crashing” or being unavailable due to the rush. Similarly, popular news 
items or trends on social media may drive tens of thousands of users to try and access the same 
content at the same time.

However, a growing concern for businesses is that DDoS is becoming a common tool in the arsenal of 
cyber-criminals. DDoS tools have been around for a long time, but until recently, they have not gained 
much popular attention. Hacking into networks, stealing information and publishing other people’s 
secrets seems to be more glamorous and perhaps more lucrative for the criminals. DDoS is the online 
equivalent to throwing bricks through someone’s shop windows or setting light to a dustbin and putting it 
in their doorway.

The history of denial of service
The history of DoS is nearly as long as the history of networks. People were using and abusing network 
protocols in the early seventies (e.g. PLATO network 19741); playing pranks on other computer users – 
locking them out of their systems. Disgruntled IT workers have also been known to have used DoS to 
pressurise clients or former employers.

In 1992, for example, an IT contractor installed security software and locked access to a client’s 
network, refusing to hand over passwords until a payment dispute was resolved (R v Goulden, 
Southwark Crown Court). Likewise a disgruntled employee left software that encrypted data on his 
former employer’s systems which activated a month after his dismissal (R v Hardy, Old Bailey).

The rise of the Internet for public/commercial use has turned practical jokes and exploration into a tool 
for political activists and, latterly, criminals.

The first DDoS events that received any widespread attention were used for political comment and civil 
disobedience. In 1994 there was a program of electronic disruption to government websites in protest 
over the Criminal Justice Act (search for “Intervasion of the UK”). The following year saw coordinated 
protest against the French government by urging users, at a predetermined date and time, to keep 
loading web pages from selected government web sites (search for “NetStrike Strano Network”).
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Over time, DoS has evolved from simple attacks (e.g. sending overwhelming volumes of e-mail) from 
a single source, which are now relatively easily detected and defeated, to attacks that come from 
thousands of compromised agents acting on behalf of a cyber-criminal or gang. DDoS attacks, have 
proven so easy to launch and so difficult to defend against, that DDoS, once a small subset of DoS, is 
the only variety now regularly discussed.

The others should not necessarily be ignored. So-called Permanent DoS attacks (PDoS), for example, 
lead to damaging equipment so badly that they often need replacing. An example of this is the 
somewhat disturbing USB Kill device which can be purchased for under £50 and can ‘brick’ devices by 
discharging 220V into the device it’s connected to.

DDoS attacks are the focus of this guide because they demand a unique brand of consideration by 
businesses. Other forms of DoS, such as Ransomware, are beyond the scope of this white paper as 
the methods of preventing them are very different.

DDoS against gaming companies has always been in the headlines and is familiar to many players 
of online games. There was the 24th August 2014 attacks against Blizzard and Sony’s Playstation 
Network and the Christmas Day 2015 disruption to Microsoft’s XBox Live and Sony’s Playstation 
Network. These events were reported in the international media; there was a BBC radio interview 
with the alleged perpetrators. DDoS is so common in this particular vertical market that you could be 
forgiven for believing the problem was restricted to online game communities.

However DDoS is a real problem to everyone using the public Internet. There were notable DDoS 
attacks against the global root Domain Name System (DNS) in October 2002 and subsequently in 2007 
- and others have been threatened since. Domain provider DYN was taken down by a DDoS attack in 
2016 causing widespread disruption to services dependent on a single, albeit resilient, DNS provider. If 
such an attack were successful on the root DNS servers, then all Internet use may be disrupted. 

DDoS has become a favoured tool of politics and protest. Some of the earliest DDoS events were 
based on protest movements organising disaffected Internet users into a campaign of clicking on a site 
many times, causing it to crash.

DDoS has also been used as a means to distract companies who are then subject to other cyber-
intrusion attempts. For example, the DDoS attack on TalkTalk in 2015 was a smokescreen for a 
massive extraction of customer data that led to a massive (30%+) drop in the company’s share value 
and the loss of a substantial proportion (7%) of its customers the following year.

It is difficult to get good statistics on the frequency or success rates of DDoS events, but reports from 
all DDoS mitigation companies have recorded a continuing surge in DDoS attack frequency and 
maximum amplitude, quarter on quarter, year after year. Anecdotally, DDoS attacks are becoming 
more sophisticated, being combined in multi-vector attacks that are sensitive to business processes, 
pressures and peak times.

Now, more than ever before, companies that rely on connections to, from, or through the public Internet 
need to be assessing the risks to their business of loss of availability through DDoS attack, as well as 
simple IT outages, and allocating resources appropriately.
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A brief chronology of DDoS events
The following table gives a chronological journey through major DDoS events to date. Many of them 
tell us something about DDoS and how it has developed alongside commercial and political use of the 
Internet. This list is not meant to be exhaustive. It’s more of a sightseeing tour to provide some flavour 
and material for further reading.

Date Event Notes
08/99 University of Minnesota 

systems taken offline
The first(?) reported use of DDoS attack tools to take 
down a system. This prompts CERT to analyse the 
attack and respond to DDoS tools appearing in the wild. 
2

02/00 Mafiaboy incident. Attacks 
against Yahoo! eBay 
Dell Amazon ZDNet and 
others

A fifteen year-old boy attacked major news and 
e-commerce sites using downloaded DDoS tools 
causing widespread commercial damage over a 
number of months. 3

2001 Code Red Worm attempts 
to DDoS whitehouse.gov

The Code Red worm infected thousands of machines 
with one objective being hitting The White House web 
site with a DDoS attack. Fortunately the worm was 
rather rigidly coded and simply by moving the target 
web server, the attack was largely negated.

01/01 Microsoft attacked using 
DNS-based technique

Microsoft’s web server was rendered largely 
inaccessible by a DNS-based DDoS attack which 
highlighted a single point of failure in the design of 
Microsoft’s network. 4

09/01 Port of Houston A UK teenager was accused of taking down critical 
servers on the Port of Houston network as collateral 
damage during a DDoS attack which he allegedly 
launched against a user who had annoyed him online. 5

10/02 Internet root DNS servers An ICMP-based DDoS attack disrupted nine of the 
thirteen root DNS servers, but the system ultimately 
proved resistant to the 24 hour attack. 6

06/03 Clickbank The FBI is called in by ClickBank to help identify and 
track down criminals responsible for attacking their 
systems using DDoS techniques. 7

2004 Domestic and General 
email ‘bomb’

A disgruntled teenager used e-mail-based DoS tools to 
attack his former employer. The case led to clarification 
of UK law around the legality of DoS with amendments 
to the Computer Misuse Act appearing in 2006. 8

2005 Peak DDoS traffic For the first time, a single DDoS attack exceeded 
10Gbps peak traffic.
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Date Event Notes
2007 Internet root DNS servers A further DDoS attack against root DNS servers, longer 

than that in 2002. 9

01/08 Anonymous attacks 
Church of Scientology

Members of Anonymous launched a campaign to attack 
online assets of the Church of Scientology after the 
organisation attempts to have video material removed 
from the Internet. 10

08/09 Georgian Blogger 
Cyxymu / social media 
sites

A Georgian blogger nicknamed Cyxymu was targeted 
by online activists, apparently from Russia, in response 
to his political posts. The collateral damage from the 
resultant attacks affected various social media sites for 
millions of users - Facebook, Twitter and LiveJournal. 11

2010 Peak DDoS traffic For the first time, a single DDoS attack exceeded 
100Gbps peak traffic.

08/10 Anonymous attacks 
Paypal, Visa and 
Mastercard

Members of Anonymous launched a campaign to attack 
various financial organisations that had withdrawn 
services from Wikileaks. 12

09/10 MPAA, RIA, BPI As a protest against copyright protection organisations 
targeting illegal file sharing sites like PirateBay, a DDoS 
attack using simple web page requests was launched 
against notable targets such as the MPAA. This was 
organised on the popular online forum 4chan.

2012 Kent Police, Oxbridge 
Universities

A former student attacked high profile UK web targets 
using DDoS tools. 13

03/13 Spamhaus A 300Gbps DDoS attack hits prominent anti-spam 
organisation Spamhaus after smaller attacks earlier in 
the month. The attack is so large because it amplified 
the traffic volume by using the way DNS behaves. 14

2013 US Government, Sony 
and Nintendo

Hacker group LulzSec attacked numerous US 
Government agencies and gaming companies using 
DDoS tools and, during the hiatus, compromise 
systems and steal information. 15

08/13 UK-based online casino A £30m UK business was attacked using DDoS tools 
and then blackmailed. The culprits were arrested after a 
police sting operation.16

08/14 Blizzard, Sony and other 
game companies

Hacker group Lizard Squad claimed responsibility for 
attacks on Blizzard and Sony’s Playstation Network 
(PSN). They also mixed-in a bomb threat on social 
media, which causes a Sony executive, airline and 
numerous airline passengers significant inconvenience. 
17
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Date Event Notes
11/14 Unknown A DDoS Mitigation company reported an attack using 

traffic amplification and reflection techniques, this time 
using the NTP service, reaching 400Gbps. 18

12/14 Sony, Microsoft Sony, Microsoft On Christmas day both the Sony 
Playstation Network (PSN) and Microsoft’s XBox Live 
services were hit by a DDoS attack, rendering online 
gaming services unavailable. 19

10/15 Russian Banks Eight Russian banks targeted by DDoS attacks, 
repeated in November 2016 using botnet built using the 
Mirai software. 20

11/15 ProtonMail Swiss secure email provider ProtonMail was attacked 
by at least two different DDoS outfits. Despite paying a 
ransom demand, the attacks continued for several days 
leading ProtonMail to conclude that paying the ransom 
was a mistake they would never repeat. 21

12/15 Root DNS in Turkey Anonymous hits the root DNS servers based in Turkey 
with a 40Gbps DDoS attack as a political protest 
against the government’s reported support for ISIS. 22

09/15 Rio Olympics Criminal gangs sought to ruin the carnival atmosphere 
by attacking websites associated with the Rio Olympics. 
The combined attack from several stresser tools such 
as LizardStresser topped 540Gbps at peak, but were 
successfully defeated using mitigation. 23

12/15 BBC, Donald Trump 
campaign site

Criminal group hit the BBC along with other sites with 
a DDoS attack that was reportedly over 600Gbps. 
They claimed it was a test for a campaign against sites 
supporting ISIS. 24

09/16 Krebs on Security Renowned security reporter Brian Krebs’ website was 
hit with a 620Gbps attack in retaliation for articles he 
wrote. The site later moved to Google’s Project Shield, 
which is a service designed to protect news sites and 
free speech. 25

2016 Peak DDoS Traffic For the first time, a single DDoS event exceeded 
1Tbps.

09/16 OVH Hosting firm OVH was hit with concurrent DDoS attacks 
that, combined, topped 1.1Tbps according to reports.26
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Date Event Notes
10/16 DYN Domain name service provider DYN was attacked with 

a DDoS on 21st October, bringing many sites hosted 
in the US to their knees including many well-known 
applications. It was another warning of the vulnerability 
of the DNS and companies that rely on a single DNS 
provider.27

11/16 Russian Banks - again Two days of DDoS attack from 24,000 bots built using 
tools based on the Mirai source code hits at least 
five Russian banks in an echo of the 2015 attacks. 
Sperbank, one of those attacked reported having been 
hit 68 times already that year. 28

There are a number of interesting trends that can be observed looking at this chronology; the persistent 
nature of the threat of DDoS alongside the gradual development of techniques from the brutal to the 
more sophisticated. Also of note is the recent rise in massive scale flood attacks first of all driven by 
reflection and amplification techniques, and then by exploiting the weak security in devices that are part 
of the Internet of Things (IoT).

DDoS has changed and continues to change from a tool for use by disgruntled individuals or disaffected 
youth against implacable business and government foes, to a money-making engine for criminal gangs and 
a weapon of cyber-warfare for governments against developed nations with vulnerable digital infrastructure.

It is a certainty that we have not seen the last of this threat – and that companies increasingly have to 
consider what to do about it as part of their security or business continuity policies.

Botnets

DDoS attacks are usually launched from large numbers of compromised devices known as “bots” 
or “zombies”. A network of these bots under the control of an attacker is called a botnet. Botnets are 
used by criminals for various nefarious activities including sending spam or phishing e-mails, collecting 
private information and DDoS attacks. There is a large number of known botnets on the Internet varying 
in size from tens of thousands of bots, to tens of millions of bots.

The first step in building a botnet is to find a way of compromising someone else’s device.

There are a number of ways a device can be compromised. The objective of many viruses, worms 
and other malware; sent by e-mail, or downloaded from an infected web-site; is to recruit the device 
as a bot. Recently, the Lizard Squad DDoS attacks were found to have been launched from tens of 
thousands of home routers that were left with default, easy-to-guess, passwords. Web servers often run 
software that suffers from security holes, leading to compromise. People routinely receive phone calls 
from others claiming to be helping clean or speed up their computer, but then duping the consumer into 
downloading infected software. Rather alarmingly there are now infected applications (apps) for Android 
phones which spread via SMS and mobile networks.
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Recently the Internet of Things has become the most popular growth area for bots, with devices being 
plugged into the public networks with well-known default usernames and passwords, which are then 
abused by criminals to co-opt the device into their botnet. Hundreds of thousands of dumb devices - 
CCTV cameras, Smart TVs, home appliances, Smart meters, DVRs and many, many others have been 
launched into the marketplace with inadequate investment or attention to security risks.

The hackers have wasted no time in developing tools that scan the public network looking for these 
devices and then compromising them en-masse. One of the most well-known of these tools is called 
Mirai. The author released the source code for the Mirai bot-recruitment tool and, since then, there have 
been several 500Gbps attacks of differing types all based on botnets recruited using this tool.

The scale of the problem is vast and continues to grow.

Just by tracing where DDoS attacks came from has identified tens of millions of bots and estimates 
suggest (rather pessimistically) that nearly a quarter of devices on the Internet are compromised. With 
the advent of mobile smartphones (which are network-connected), the explosion of the Internet of 
Things and the growth of bandwidth available for each device, and the persistence of weak password, 
configuration and anti-malware security - both by consumers and businesses - the root of the problem 
may never be successfully tackled.

The nature of using Internet hosts and applications to attack other Internet hosts and applications rather 
puts one in mind of the Ouroboros. The snake that is eating its own tail - a symbol of perpetuation; a 
force that cannot be extinguished.

The user(s) of the infected device may not be aware of the fact that it has been subverted. The most 
successful botnets hide and lay dormant, waiting for commands from the third party that control them. 
These commands are sent using command and control servers - often using normal Internet protocols 
such as IRC (chat), web or peer-to-peer.
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Botnet command and control

Botnets are sent to battle using intermediate servers called Command and Control servers. The 
development of DDoS C&C servers has paralleled other online services. Initially, a single central server 
was used, which was easy to set-up and administer. However that made it easier to also take down when 
it was identified. This led to redundant networks of C&C servers - and latterly secure peer-to-peer multi-
tenant multi-server hierarchies which can be rented out - some with some lovely looking GUIs. DDoS 
attacks are available as a service and there is an active competitive black marketplace for botnets.

As competition grows for DDoS, the prices come down. A 2 week, “200Gbps” attack on one server 
today will set you back, perhaps, $30.

Evidence gathered after the Lizard Squad DDoS attacks during Christmas 2015 suggested that one 
primary motivation behind the attacks was marketing their DDoS capabilities - which were later offered 
as a service to those who wanted to use DDoS as a tool, but did not have the wherewithal to create 
their own botnet. The popular DDoS tool vDoS reportedly generated annual revenues of $600,000 for 
its teenage operators.

DDoS command and control has given some hope to security companies in tackling the various 
security issues associated with botnets. At least they number in the thousands, rather than untold 
millions and disrupting them can disrupt the entire botnet.

Thousands of these DDoS C&C servers have been identified, but given the complexities of multiple 
legal jurisdictions in different countries, taking down any single botnet is an expensive and complex 
exercise in international technical, legal and often academic cooperation - and like a persistent weed, 
they can spring up again to take advantage of bots still in the wild.

To date, most botnet takedowns have been aimed at those which were responsible for spam e-mails - for 
example Rustock, Grum, Srizbi and Waled. This is, perhaps not surprising given that the volume of spam 
is a headache for network providers, and a palpable measure of success when a botnet is removed.

However some C&C servers are beyond the reach of western providers and governments and prove 
difficult to takedown using legal methods. There are some great accounts of botnet takedowns online, 
but looking at them is probably beyond the scope for this white paper.

Categorising different types of DDoS attack
A DDoS attack is defined by the intention of the attack, rather than the form the attack takes. As such, 
there are numerous different types of DDoS attack, each aimed at exhausting a particular resource of 
a target’s systems. The DDoS industry is becoming confused with terminology in common usage which 
aims to categorise attacks in some way to make it easier to engage in conversations between security 
and IT professionals.
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The following are terms used by many in the industry to discuss different types of DDoS attack. Some 
of these terms overlap.

• DDoS attacks designed to exhaust a target’s overall network capacity or available bandwidth are 
referred to as volumetric attacks.

• DDoS attacks that are tailored to exploit the behaviour of server applications, and operate at layer-7 
of the protocol stack are called application attacks.

• DDoS attacks designed to exploit the behaviour of common network devices (routers, switches, 
firewalls) using low-level protocols are called protocol attacks.

• DDoS attacks that are bounced off of intermediate third party servers to obscure the source and 
amplify the traffic are known as reflection attacks.

• DDoS attacks that, by design, use low bandwidth techniques and sluggish or delayed packet 
delivery to try and bypass defences are known as low and slow attacks.

These categories can make it easier to discuss mitigation strategies - but can also confuse people 
because of the overlap between them. It has to be recognised that most DDoS attack tools can, and 
do, launch multiple DDoS attacks at the same time using different mechanisms and that some attacks 
have characteristics of all or more than one of the categories above. It is quite possible to suffer from a 
volumetric attack at the application layer.

The message to take from this is that DDoS attacks are not simple brutish assaults. There are a wide 
range of methods, many of which are quite sophisticated and all of which are available in DDoS “attack 
for hire” services being sold on the black market.

Volumetric attacks

Volumetric attacks are the simplest to understand and are probably what most people think of when 
DDoS is mentioned. If a server has a 1Gbps connection to the Internet, and a cyber-criminal sends it 
ten times that amount of traffic, the available capacity is consumed and legitimate traffic cannot access 
the server. Volumetric attacks might also involve number of sessions, or extreme packet rates (packets 
per second) as well as traffic volume (bandwidth).

Internet Service Providers can do little to prevent this kind of attack without completing the objective of 
the DDoS attack and either throttling, or switching off service to the affected server to protect their other 
customers. This attitude can take companies by surprise if they are relying on their ISP for protection 
and have not had a formal conversation about response to DDoS events as part of their bandwidth 
provisioning process.
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Application attacks
These attacks are specifically tailored for the target server software or system behaviour. As they require 
more sophisticated knowledge of the target, they have been less common than volumetric or protocol 
attacks. However, as they also masquerade as legitimate traffic for the target server, they are more difficult 
to stop “in the cloud” without risking blocking legitimate traffic or interrupting encryption integrity.

The classic attack of this type is the HTTP (Hypertext Transfer Protocol) GET attack.

A web server receives an HTTP GET command from a browser to request some kind of information - 
perhaps an image, some text, or the result of a database query. Actioning each request uses up some 
CPU, memory, I/O and other resources on the server - and so a server has a finite limit to the number of 
HTTP GET commands it can handle.

An attacker simply uses a sufficient volume of HTTP GET requests - usually asking for resource-heavy 
information such as database queries. Like a protocol attack, the volume of inbound (request) traffic is 
low, but the target server can be overwhelmed very quickly. Unlike a protocol attack, the traffic looks 
legitimate and sophisticated techniques are required to distinguish between a user browsing the site, 
and a bot making spurious and damaging requests.

This kind of behaviour is also common to a client-server interaction called scraping. Website scraping is 
an automated process whereby software automates the process of accessing a website for the purpose 
of copying data from the site into a database or tool for later analysis and processing. This can be 
legitimate, such as search engines collecting text from a website to index and rank the site for searches, 
or illegitimate, such as accessing online pricing information from a competitor and then automating the 
process of undercutting them. Increasingly anti-DDoS vendors are seeing an opportunity to incorporate 
sophisticated bot management capabilities into their products to enable concerned businesses to allow 
good bot behaviour, but frustrate bad bots by sending back spurious or false data, for example.

Protocol attacks
The Internet works because of worldwide agreement to a set of standard technical protocols which 
define the behaviour of network devices, often owned and administered by different people, which 
allows them to communicate with each other. These protocols range from the way devices are 
addressed, to how each application on the Internet works.

These protocols, once defined and in widespread use, are difficult to change. They also tend to be 
defined with a focus on enabling function, not eliminating abuse. This has led to a raft of methods by 
which ubiquitous network protocols can be abused in a DDoS attack.

One classic example of this attack exploits a weakness in the way that TCP (Transport Control 
Protocol) works.

TCP is a vital mechanism for the Internet. It allows large packets of data to be split into smaller packets 
and recombined in the right order at the receiving end, ensuring complete transmission. Almost every 
network device uses TCP as do a plethora of Internet applications.
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The way TCP was designed was to begin with a handshake (SYN) between the client and the server. 
Unfortunately this simple and elegant symbol of trust is abused by an attack programme starting a TCP 
handshake, but never finishing it, leaving the server “hanging” waiting for the handshake to be completed.

The volume of traffic in this kind of attack is very low, but the result of a large and constant stream of 
incomplete handshake requests is that the target network device’s connection table is completely filled 
and no legitimate user can then start a TCP session with the target. The result is a denial of service.

Many protocol attacks are well-known because of the relative age and popularity of the protocols 
concerned. However protocol attacks are still very common because they are also easy to learn and 
build tools to exploit.

TCP SYN attacks are consistently one of the most common DDoS attack mechanisms observed.

Reflection attacks
In 2014 and 2015, the most common method of generating headline-grabbing volumetric attacks was by 
bouncing bot traffic off of a third party application such as a DNS or NTP server. IP Spoofing is used to 
trick the intermediate system into bombarding the target with responses to fake queries. This is known 
as a DrDoS - or reflection DDoS. This technique allowed an attacker to amplify the scale of their attack - 
meaning that relatively small botnets could generate disproportionately impressive amounts of traffic.

Protocol/Application Amplification factor
Network Time Protocol (NTP) 556.9x
Domain Name Service (DNS) Up to 179x
Quote of the Day (QOTD) 140.3x
Simple Service Discovery Protocol (SSDP) 30.8x
Simple Network Management Protocol v2 (SNMP) 6.3x
NetBIOS 3.8x

The release of the Mirai source code, which allows for the easy and rapid construction of massive 
botnets using poorly configured devices on the Internet of Things, and improvements in securing third 
party critical infrastructure, has resulted in a recent drop in DrDoS attacks compared to simpler direct 
volumetric attacks.

Low and slow attacks
Some DDoS attack techniques are designed to be effective at disabling target services without using 
significant bandwidth. These subtle and sophisticated attacks are commonly referred to as “low and 
slow”. They are more difficult to detect by nature than their noisier cousins and can be employed to 
switch off access to specific applications whilst offering less collateral damage to shared systems on the 
same network - even the same server.

A classic example of the low and slow attack is the SlowLoris attack developed in 2009. This attack opens 
up an increasing number of connections with a target web server, but never really completes the page 
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request. It keeps the connection live by periodically sending additional session information to the web 
server and so the connection is held in the server’s memory. Eventually, the target’s memory is filled with 
incomplete “slow” connections and rejects any additional connection requests, completing the DDoS.

Mitigating DDoS attacks
Companies routinely assess the risk of a DDoS event and consider the potential cost impact to the 
business. Money may even have been budgeted to invest in mitigation services and equipment.

However approval to spend that money will seldom be given unless the site or service has been 
attacked for real. DDoS budgets will get raided through the year and the risk to the business will remain.

Assessing the risk is difficult for companies that have not yet been attacked with DDoS. However for 
an effective risk assessment, someone has to decide how big a risk the company is running. The next 
section in this guide will provide one way of looking at the risk based on an analysis of the volume of 
attacks and the nature of the company.

However – even when a risk assessment has been carried out, the problem is that the cost of effective 
mitigation is high - whilst the cost of a device that advertises itself as offering anti-DDoS functionality is 
low. An effective always-on cloud-based DDoS mitigation service rated at 100Mbps for a single server 
may cost upwards of £100,000 per annum. My home broadband router has anti-DDoS functionality and 
only cost £50. Both claim to mitigate DDoS attacks - but how can one tell whether they would be effective?

To understand how to construct an effective DDoS mitigation system, we need to know a little about 
different mitigation approaches.

Don’t connect it

The first rule of DDoS mitigation, like most security design is “If you can’t afford to lose it - don’t connect 
it.” Critical infrastructure providers should take note of the DDoS attack that impacted activities at the 
Port of Houston in 2001. There the command and control applications for the port’s activities were on 
the same network as employee communications to the outside world.

activereach has also seen its share of company networks where outages would have a critical impact, 
but which are sharing infrastructure for no better reason than it’s common practise to minimise the 
number of physical LANs, cabling and LAN switches.

As much as we can sympathise with the outrage felt by an organisation that has been impacted by an 
individual attacking one of their employees through misuse of computer networks, we have to ask the 
question of why it was considered acceptable for critical port applications to be sharing physical network 
elements with public networks.

If a provider of critical infrastructure is using the same LAN switch, firewall, WAN circuit or other network 
elements as a public Internet connection - even with various logical separation and virtualisation 
techniques - then there is a risk.
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Doing business using public networks

There is a category of business uses of Internet applications and services which mean that one cannot 
simply spend the money on physical separation. Online services like banking or gaming, e-commerce of 
all types, and increasingly government services like tax returns and benefits rely on online interactions 
with the public over the Internet. The Internet of Things, wireless networks, and the rise of public cloud 
services - inevitably shared public facilities are involved, at some level, with modern business networks.

All companies will need to rely on an Internet Service Provider (or Providers) to connect to upstream 
networks and peering points, and so it might be natural to assume that their ISP will protect them if 
there is a DDoS attack.

The ISP problem

Many companies fail to invest in DDoS defences, assuming that their ISP will help them under such 
a circumstance. Unfortunately ISPs have relatively few tools to deal with DDoS and have to balance 
their contractual obligations to one customer against the collateral damage caused to many customers 
who are sharing infrastructure with the target of the attack. Although the will to assist a customer may 
be there, the knowledge, tools and capability to support may lead to solutions that are not in the best 
interest of the target.

For example - one of the simplest forms of anti-DDoS protection the ISP may employ is the blackhole. 
The ISP effectively removes routes to the target network from all over the Internet. This stops the 
majority of the ISP’s customers being impacted by the attack, but has completed the DDoS attack on 
the target. To an ISP, depending on the contractual relationships (SLAs and compensation) and money 
involved, this might be a good answer. However it may not be a good answer for the target.

Alternatively, a more sophisticated protection might be using network-level filtering (access control 
lists or ACLs) on ISP routers upstream from the target server or network. This might be combined with 
rate-limiting. ISPs are generally less willing to do this as it means reconfiguring core routers which 
takes time, skill and effort and risks misconfiguration which may impact other customers. Also - it can 
only really be targeted at a narrow range of attack types - unfocused network-level attacks. Attackers 
are more than capable of exploiting the difficulties in getting ISPs to configure filters, then changing the 
nature of the attack to bypass the filter.

Beyond that, the ISP would have had to invest in dedicated DDoS mitigation services, which are 
expensive and would not likely be offered as part of standard business connectivity service - and so 
they can be classed as ‘cloud based DDoS mitigation services’ which customers can purchase or 
subscribe to; described below.

ISPs are generally unwilling to discuss their DDoS mitigation capabilities or strategies with others, but surveys 
suggest that only 6% of respondents operating data centres have Intelligent DDoS Mitigation systems.
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How many companies have had detailed discussions with their Internet Service Providers about what 
the ISP could and would do - and what they are contractually obliged to do - during a DDoS attack? The 
answers may help to tackle the assumption that the ISP will be in a position to help.

Device-based mitigation

In reality there is only one type of DDoS mitigation and that is device-based mitigation. Cloud-based 
Anti-DDoS companies scrub traffic for the customer - but they still use devices to do this. Otherwise 
anti-DDoS devices are installed on customer premises (‘on-premise’)

Almost all network devices that act as gateways (devices with more than one connection to a network 
such as routers, switches, firewalls, ids/ips boxes) can be used to mitigate DDoS attacks. They can 
involve any or all of the following strategies for dealing with DDoS attacks:

Technique Pros Cons
IP address reputation Addresses with poor historical 

reputations may be sin-binned 
for a period of time. Quick 
method to cut out known 
compromised machines.

There are millions of 
compromised machines. Each 
of them a potential customer or 
legitimate user of the service. 
Attackers change source IP 
addresses easily.

Rate limiting Simple to implement and 
typically fast. An access control 
list (ACL) defines traffic “of 
interest” and then throttles can 
be applied based on certain 
criteria (addresses and/or 
protocols).

If the throttle scope is too 
broad, it also impacts legitimate 
traffic. Throttles can cause 
certain real-time applications 
to fail. Attackers are more than 
capable of changing attack type 
and vector.

Well-known DDoS signatures Effective for known attacks and 
DDoS attack tools.

Requires updating and ongoing 
management costs and 
depends on fresh signatures. 
Does not stop zero-day or 
custom attacks. Can slow traffic 
down.

Machine learning and 
behavioural filtering

Can be effective for known and 
unknown attacks.

Complex, expensive and 
relatively intensive. Will need 
a baseline of customer traffic 
to work from, and tuning to 
eliminate false positives and 
optimise performance.
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All DDoS devices work by the simple design rule that dropping bad packets is not as resource intensive as 
processing bad packets. They all have the problem that the device needs to be fed with packets on a network 
connection which has a finite limit to the amount of information it can carry before it is full (bandwidth).

Many home routers apparently have anti-DDoS capabilities - but all they really do is look for high rates 
of certain traffic types (e.g. UDP) and drop packets above a certain threshold. This is all very well, 
but it has caused problems with certain applications that use high-rates of UDP (online games) - so it 
would not make for an effective DDoS defence for a business. The same might be true of other network 
devices on a business network. Many companies rely on their router, firewall or IDS/IPS devices to 
mitigate DDoS attacks, but in reality they offer limited protection and actually cause more problems than 
they solve.

For device mitigation, the problem is that you sometimes need to examine a packet, or a session of 
packets, storing stateful information (in state tables), in order to identify it as an attack as opposed to a 
real transaction (or a lot of real transactions). Firewall behaviour is typically to use deep inspection to 
fully analyse a packet before deciding whether to discard it or let it through. Perversely the highly secure 
nature of firewalls makes them very prone to denial-of-service attacks - particularly those designed to 
exhaust state tables.

This implies a need for progressive filtering using devices dedicated to DDoS mitigation - like a water 
treatment plant with layers of differing and very specific filtering materials which differ in granularity to take 
out the high volume easy bad traffic first - leaving us with smaller and more complex bad traffic last.

Cloud-based mitigation
The only effective defence against volumetric attacks is cloud-based mitigation. Cloud-based mitigation 
still uses devices; but they are someone else’s devices (usually dedicated to DDoS defence) hosted in 
someone else’s data centres, provisioned with enormous amounts of bandwidth/capacity and managed 
by DDoS mitigation specialists. These arrays of anti-DDoS devices in data centres are known as 
“scrubbing centres” and they cost a lot of money to create and run.

Networks of scrubbing centres have to operate on a global scale to counter DDoS attack traffic that can 
come from anywhere on the Internet. They have to involve vast bandwidth connections to multiple ISPs. 
This is because defence against a 100Gbps+ attack coming from servers all over the world requires 
brute force scale.

As a result, there are few providers with the capability to offer these services effectively and size 
really does matter. The 300Gbps+ attack on Spamhaus in 2013 impacted several tier-1 ISPs. Global 
backbones were affected and, for a time, it overwhelmed efforts to deal with it. Similarly, the 600Gbps 
2016 attacks on krebsonsecurity.com impacted the peering points and connections, even though they 
did not tax the scrubbing centre itself.

In 2018, we are at a point in history where certain DDoS attacks can exceed the physical limits of the Internet 
infrastructure itself. Investment in massive cloud anti-DDoS defences only serves to reduce the number of 
threat actors with the capability to launch those attacks rather than removing all chances of outage.
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Cloud-based mitigation has three primary weaknesses:

1. The first is that they are weaker at stopping attacks which are designed to look like legitimate traffic - 
aimed at specific servers – i.e. application attacks.

2. The second is that a lot of commercial activity on the Internet uses encryption. Most commonly 
Secure Sockets Layer (SSL) encryption used in secure transactions from web client to web server.

If a cloud-based service cannot see ‘into’ a transaction because of the encryption, then its ability to 
mitigate is limited. Many organisations are unwilling to share encryption keys with a third party with 
servers all over the world for privacy, regulatory and data integrity reasons.

3. The third is that, because of the scale and cost of defence, the cost of mitigation for a business 
is large. As a consequence of this - companies often prefer to engage in emergency mitigation as 
and when they are attacked (£30,000 might buy you a week’s mitigation followed by a request for a 
long-term contract, or the end of the emergency mitigation service), rather than expensive always-on 
mitigation on the off-chance they will be attacked (£100,000 a year to protect servers on one connection 
in one data centre is not unusual).

Emergency mitigation is a problem because it can take days to sort out contracts and paperwork and 
purchase orders - all the while the service is under attack. With the average DDoS attack only lasting 
17 hours, the time it takes to access emergency cloud-based mitigation can often exceed this. Also - 
without an effective on-premise device to handle SSL or application-level threats, the attacker might 
change attack to get through the cloud-based mitigation - happily causing disruption to a business 
because of the cost and impact of swinging live traffic through scrubbing centres, and then swinging it 
back when the emergency contract expires.

It becomes clear, then, that an effective mitigation model requires cloud-based protection against 
volumetric threats (perhaps better referred to as “flood defences”), combined with more sophisticated, 
SSL-aware, application-aware defence at the customer site nearest to the target servers or services. 
This is referred to as a ‘hybrid model’.

Like all network security solutions, DDoS mitigation systems have to be combined with real changes 
in people and processes (training and development and policy adjustments) to be effective and these 
need constant reinforcement as the threat and target landscapes change. Not all DDoS mitigation 
devices used on a customer’s site are equal and not everyone is as certain about what to do if their 
networks comes under attack. This creates a problem for people designing, implementing and running 
mitigation systems.

How do you tell when one device’s DDoS mitigation is better than another’s? How do you make sure 
that your systems, people and processes are aligned and sufficiently prepared to meet the business 
need for continuity or uptime.

The answer is DDoS Testing as part of the security solution and this will be explored in the final section 
to this guide.
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Please visit https://activereach.net/solutions/network-security/test/ddos-testing/ 
to find out more about activereach’s Managed Testing Services.


