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Cyber security is a complex and ever-
changing problem. Companies face 
a huge challenge in protecting their 
networks and data from both insider 
threats and external threat actors. We 
must adapt our approach in order to 
keep up with the pace of human and 
automated attack.

Cybercrime is at an all-time high. It represents a continuously 
increasing threat as our networks become ever more complex with 
more people and devices connected to the Internet. Attackers go 
unnoticed, hiding in the noise of networks and data. The prevalence of 
cyber-attack coverage in the media has desensitised our reactions, yet 
the reputational risk and cost to businesses are no less catastrophic.

There has never been a more difficult time in the battle of cyber 
defence. Attacker innovation is increasing as our systems become 
more disparate. 

All the while, security teams are pressured not only by shortages in 
skills, but also by bridging gaps between outmoded single-point 
security solutions that flood them with false-positive alerts.

Cyber security is no longer an issue that can be buried and is now of 
board-level concern. Data protection regulation emphasises the focus 
that will be put upon those who must take responsibility for the 
data they protect.

Meeting the challenge
Cyber defence is never going to be an easy-fix solution: the rewards are 
too high for adversaries to quit, and technology only enables them to 
keep at it.

The basics such as good housekeeping, firewall and antivirus 
applications will always be important, but a new approach is needed 
to defend ourselves in the current threat landscape.

We need to rely more on technology in our day-to-day management 
of cyber threats and we need to automate more of our processes, from 
detection through to investigation. To achieve this, we need smarter 
applications that can understand the difference between behaviours 
that are merely new or strange, and behaviours that are truly malicious.

We also need to look towards solutions that begin to close the gaps 
that the iterated and layered approach has created within our security 
stacks. Perhaps most importantly, we need to look towards solutions 
that adapt and evolve to not only keep up with attacker innovation, 
but to also dynamically refit to our constantly changing networks and 
evolving business needs.

This paper will outline how technology, and specifically an enhanced 
artificial intelligence approach, will help security and IT teams work 
smarter to focus their efforts where they matter most: dealing with 
genuine cyber threat. 

Executive summary_

Security failures will cost 
an estimated $8 trillion 
by 2022

Cyber attacks will 
continue to evolve, which 
is why the public and 
private sectors must 
continue to work at pace 
to deliver real-world 
outcomes and ground-
breaking innovation to 
reduce the threat to 
critical services and to 
deter would-be attackers.
Ciaran Martin, CEO,
National Cyber Security Centre
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The cyber security landscape has 
radically changed as the complexity 
of enterprise networks has increased. 
Attackers are constantly innovating 
to find and exploit vulnerabilities at 
the perimeter, as well as new ways 
of advancing social engineering 
tactics and gaps between traditional 
single-point solutions. Meanwhile, 
security teams are over-stretched by 
maintaining multiple inadequate 
systems and investigating often 
irrelevant alerts. 

Increasing complexity of enterprise networks
Networks were traditionally very siloed and therefore much easier to 
protect with perimeter defences. However, the way we now conduct 
our business, share data and consume technology has changed 
organizations’ digital estates into boundaryless entities, where it’s 
difficult to keep track of data. Where does a network end and the 
Internet begin?

We have also seen a shift in the movement towards hybrid 
infrastructures consisting of cloud and local environments, as well as an 
increase in the movement to third party SaaS applications.

There are numerous examples of sensitive data being at risk. One 
common example would be a developer temporarily placing sensitive 
data on a virtual machine whilst building out an application, and then 
forgetting it exists. It now doesn’t technically sit within the realms of 
the organization’s network, therefore there is no visibility over it. This 
now exposes a tactical entry point for an attacker.

Businesses nowadays must also support a more modern society, where 
options such as flexible hours and working from home are increasingly 
popular. Gone are the days of a nine to five workforce, with all company 
IT sitting inside a locked office building. Users bringing their own 
devices to work and connecting to the corporate WiFi introduce 
yet more vulnerability to an organization, as do workers who might 
connect into corporate services from remote and insecure locations. 

When we consider that our data and our devices are spread between 
physical offices, Data Centres and even homes, as well as sitting in 
virtual environments and the cloud, we begin to understand the 
challenge of securing a modern enterprise.

The complexity of an organization’s digital business will only increase 
from one year to the next. It is a moving target. 

Accelerated tech adoption increases data and noise
We are living in the Information Age; a period that will be remembered 
in history for unprecedented technical advancements and rapid 
mass adoption of new technologies. This age of data and technology 
provides individuals and businesses with new possibilities and better 
and more efficient ways of working and living. 

However, this climate of rapid technology adoption creates more data 
and noise for attackers to hide within, making the detection of both 
interesting and malicious anomalies increasingly difficult. 

An evolving threat landscape_

By 2020 there will be 
roughly 200 billion 
connected devices

Threat is a mirror of 
security gaps. Cyber-
threat is mainly the 
reflection of our 
weaknesses. An accurate 
vision of digital and 
behavioral gaps is crucial 
for a consistent cyber-
resilience.
Stéphane Nappo, Global CISO - 2018 ‘Global 
CISO of the year’
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To illustrate the point, we can think first about how many 
devices and services the average employee will use 
during the working day today, compared to just a few 
years ago. IoT adds another level of noise into the mix, 
as everything from a fingerprint scanner to a vending 
machine becomes connected to the Internet. Does a 
traditional ‘corporate’ network even exist anymore? 

It’s not just increased user and device activity that creates 
this noise. We have more security tools than ever installed 
across different parts of our businesses, with different 
aims, thresholds and means of alerting. The sheer 
volume of data on our networks combined with the 
sheer number of alerts being given by this multitude of 
products results in not only a massive waste of time and 
resource, but also reduced effectiveness when it comes 
to noticing and managing threats. 

The technology that we consume often enables us 
to work smarter and achieve better results, but it also 
makes us far more vulnerable to attack, and makes those 
attacks harder to spot. 

Increasing attacker innovation and velocity
Throughout recent history there has been a ‘cat and 
mouse’ game between attackers and defenders. Famous 
examples range from Cliff Stoll’s epic tale of hunting the 
Russians in the Lawrence Berkeley Laboratory network, to 
the more recent examples of exposed NSA exploits and 
other privilege escalation tools being used to increase 
the potency and impact of autonomous ransomware. 
Innovation on behalf of both the defender and the 
attacker has developed rapidly.

Every so often, however, there will be a big step forward 
on one side that begins to shift the situation to their 
advantage. Recently there have been some large leaps 
forward in attackers’ tools and tactics. Certain techniques 
have evolved (such as domain fronting attacks) which 
are able to thwart advanced analysis approaches at the 
network layer. The development of malware that reside 
primarily in memory is also key, and is used by attackers 
to combat endpoint detection advances. These are of 
course just two examples from a wide range of attacker 
innovations.

Certain changes have served to increase the velocity at 
which attackers can achieve their objective after gaining 
an initial foothold in the network. The situation has also 
been catalysed by an evolution in the development of a 
range of tactics to exploit how enterprise authentication 
occurs. When this is combined with the improvement 
in enterprise administrative tools which mean that 
attackers can now ‘live off the land’ as opposed to being 
forced to download bespoke hacker tools, it means that 
objectives can now be achieved in minutes as opposed 
to days or weeks. 

On the side of the defender, we saw a huge 
advancement several years ago with the popular 
adoption of machine learning and anomaly detection 
platforms. The application of machine learning to search 
for potential vulnerabilities and shifts in patterns of 
behaviour in our networks has huge advantages over 
using legacy tools which rely on rules and signatures. 
However, whilst machine learning is very good at being 
able to describe or recognise patterns in large amounts 
of data, there is a lot more that needs to be considered 
to increase the effectiveness of this new algorithmic 
approach. 

One of the disadvantages of relying on a purely 
algorithmic approach is that we live in an age where 
technology is produced, adopted and consumed at a 
rate that we have never seen before. As a consequence, 
anomalous behaviour is actually a reasonably frequent 
occurrence in today’s enterprise networks, which 
paradoxically creates an additional layer of noise for 
attackers to hide within. Additionally, models that 
machine learning algorithms build will not have 100% 
accuracy and may require additional interpretation or 
analysis to verify that the particular data analysed has 
indeed been described accurately. 

We must look to an approach which leverages the power 
of machine learning but understands its limitations, and 
compensates for this by automating the investigation to 
produce only genuinely useful alerts.
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Machine learning is a field of computer 
science that uses statistical techniques 
to give computer systems the ability 
to “learn” with data, without being 
explicitly programmed.

What is machine learning?
The goal of machine learning is to enable computers to learn on their 
own, solving many real world and complex problems. A machine 
learning algorithm may be able to identify patterns in observed data, 
build models that explain the world, and predict things without having 
explicit pre-programmed rules and models.

There are many benefits to using machine learning including speed, 
accuracy, ability to ingest large volumes of data, automation of tasks, 
and ultimately significant cost savings.

The application of machine learning in cyber security has many uses: it 
provides the ability to enhance our detection and response capabilities 
and to automate analysis of user and device behaviour.

There are two main machine learning approaches, supervised and 
unsupervised, which have unique benefits and applications. 

Supervised machine learning
Machine learning can be guided or ‘supervised’. We can label the data 
to imply characteristics or attributes that help it learn by training it.

Common applications of supervised machine learning are identifying 
spam emails: large amounts of both spam and genuine emails (ham) 
are fed into supervised machine learning algorithms to increase their 
accuracy. This enables the system to detect spam emails without 
being explicitly programmed to do so. Spam is a fairly easy application 
of supervised machine learning for cyber defence, given the large 
amount of labelled data that is available to train the models that the 
algorithms produce. 

However, there are limits to the widespread usefulness and 
applicability of supervised machine learning in other scenarios. 
Crucially, most enterprises will not retain labelled datasets of previous 
attacks, which undercuts the ability to use supervised models. Even 
when supervised models are possible, attackers continuously evolve 
their approach which decays the value of those models.

At Senseon, we have developed a system that combines analyst 
feedback on Senseon case files with the unsupervised outlier detection 
methods, to create supervised models. This continual synthesis of 
new models that are automatically generated by the system enables 
Senseon to grow and adapt its detection capabilities within an 
organization whilst minimising false positives and optimising
Analyst time. 

Machine learning & artificial intelligence_

Adoption of AI will drive 
worldwide revenues to 
$47 billion in 2020

Real time machine 
learning technologies, 
like Senseon, are critical 
in helping organizations 
cut through the noise of 
their busy networks to 
identify the real threats.
Dr Ken Urquhart, Former Senior Director, 
Microsoft Alchemie Ventures, Consultant 
on AI/ML and Cyber Security
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Unsupervised machine learning
Machine learning can also operate without any guidance, 
which is known as unsupervised machine learning. 
Because this method isn’t trained to understand 
or identify specific characteristics or to find specific 
outcomes, it is able to take sets of data and find patterns 
within them that would be very hard for a human to find, 
especially when dealing with very large sets of data.

The goal for unsupervised learning is to model the 
underlying structure or distribution in the data in order to 
learn more about that particular data. Unlike supervised 
learning, there are no correct answers and there is no 
teacher. 

A common application of unsupervised machine 
learning in cyber defence is looking for outliers for 
anomaly detection. These algorithms can detect 
combinations of data that may be indicative of 
anomalous behaviour of users or devices, which can 
improve the detection rate of new or novel attacks. The 
disadvantage of a pure unsupervised approach is that 
it may trigger more false positive alerts. At Senseon, 
we have overcome this by leveraging triangulation 
algorithms to increase the explainability and verify the 
output from multiple different perspectives.

An example of unsupervised machine learning is analysis 
of DNS traffic to identify malware communicating with 
its command and control server. Whilst an unsupervised 
algorithm may identify traffic as an outlier, the ability 
to verify the anomaly by gathering data from multiple 
different perspectives (such as features of the domain 
itself), enables the validation of the initial unsupervised 
approach.

What is artificial intelligence?
Artificial intelligence (AI) is a concept we are all aware of 
from science fiction, but in reality, its current applications 
and ability are very different. 

Machine learning is considered a branch of AI. It comes 
in different forms: AGI, or ‘artificial general intelligence’ 
refers to a level of intelligence that is comparable to 
the human brain, capable of understanding or solving 
any challenge put to it – a goal that has not yet been 
achieved.

ANI, or ‘artificial narrow intelligence’ is a more simple 
and targeted version of AI that has specific goals and 

an understanding that is only relevant to its intended 
application. This is a much more practical solution, and 
this form of AI has been applied and proven in many 
real-world situations.

Machine learning and artificial intelligence in 
cyber defence
Threat detection in cyber defence is continually evolving, 
due to both attacker innovation and as a result of the 
more general changes in the world around us. 

In order to deal with the increasing complexity of 
networks and velocity of attacks, as well as to counter 
the disadvantages of using machine learning for threat 
detection, our team has applied a unique combination 
of different AI algorithms and machine learning 
approaches which optimise the detection capability of 
Senseon within our customer environments. 

Our detection begins with our ability to extract tactical 
features from the endpoint agent as well as higher level 
behaviours from the network traffic, which enables 
Senseon to build detailed behavioural models of users 
and devices. When this is combined with enrichment 
data from the Investigator Bots which provide a different 
perspective on the situation, a rich and accurate 
understanding of how the organization behaves can 
be derived. This multi-point perspective also enables 
Senseon to overcome engineering challenges when it 
comes to gathering and normalising increasing amounts 
of data as our businesses become increasingly complex. 

Senseon will then combine unsupervised approaches 
to detect outliers in the learned behavioural models, 
in order to discover anomalies. Real-world examples 
would include using a machine learning algorithm to 
build a model to identify unusual DNS traffic within an 
environment, which could be indicative of the protocol 
being abused by malware for remote command and 
control. 

In order to refine the accuracy of the models, different 
algorithms and approaches can be leveraged to 
solve different prescribed problems. For example, the 
application of Principal Component Analysis to do 
Matrix decomposition, as well as using Replicant Neural 
Networks in order to detect interesting or malicious 
behaviours within different aspects of the data of a user 
or device’s behaviour. 
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There are well documented limitations 
of legacy approaches which rely on 
rules and signatures. However, even 
far more advanced systems of today 
have significant failings, as almost all 
are single-point. Organizations are 
forced to piece together these separate 
solutions in an attempt to achieve full 
coverage, and the resulting technology 
jigsaw puzzle leaves blind spots 
between security applications that 
hackers can, and will, exploit.

Traditional single-point solutions
Legacy cyber security solutions attempted to defend an organization’s 
perimeter against attacks. They relied purely on rules and signatures 
that were built to defend against existing threats, and these systems 
were so inaccurate and inflexible that they were ultimately unable 
to keep pace with the volume and velocity of attacks. In the current 
threat landscape, we can’t rely on a solution that only protects us 
against yesterday’s attacks – we need a solution that protects us from 
the attacks of today and tomorrow.
 
Unfortunately, as the threat landscape has evolved, and networks 
have become more complex, the solution has been to keep adding 
a disproportionate number of new technologies into the security 
stack. This constant layering of new technologies is doing more harm 
than good by creating gaps in infrastructure that can be exploited by 
malicious actors. Organizations are not able to see into these gaps, 
leaving threats unnoticed.
 
The more single-point solutions organizations add, the more alerts 
security teams have to manage, and the more time consuming it is to 
reassemble the necessary context surrounding an incident. 

AI: Positive forces at work, or false positives?
Even recent developments in machine learning approaches offer no 
silver bullet. Unsupervised learning is unable to differentiate between 
behaviour that is anomalous and that which is truly malicious. This can 
result in a high number of false positive alerts and the creation of an 
additional layer of noise, which consequently wastes a huge amount of 
time and money from investigating these false results.
 
We could analyse all of the data in the world, but without further 
intelligence we can only understand what is new or unusual. This 
could be mildly interesting, but we cannot be certain that this new 
and unusual behaviour equates to malicious behaviour unless we 
investigate more context surrounding it. Senseon does exactly that, by 
automating the investigation and going beyond the anomaly. 
 
False positives or ‘innocent anomalies’ are a huge distraction for 
over-stretched security teams who would be better off investigating 
genuine malicious activity. 

Current approaches fail_

The average enterprise 
receives 17,000 malware 
alerts a week, yet only 16% 
are deemed accurate and a 
mere 4% are investigated

As we’ve come to 
realize, the idea that 
security starts and ends 
with the purchase of a 
prepackaged firewall is 
simply misguided.
Art Wittmann
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Just as living creatures use their senses 
in harmony to better understand their 
surroundings and potential threats, 
Senseon harnesses multiple sources 
of data to understand more about 
anomalous behaviour, building a richer 
and clearer picture of threats. This 
means it can detect and investigate 
attacks that other systems cannot. 

Senseon is the next phase of AI for cyber defence, moving beyond 
rules-based systems that are too rigid to keep pace with emerging 
cyber threats or ineffective AI systems which cannot differentiate 
between unusual behaviour and malicious activity, often resulting in 
flooding security teams with false-positives alerts.

Built by leading cyber experts and deep government-trained 
specialists, Senseon’s advanced machine learning and AI Triangulation 
algorithms weave into the fabric of your organization for highly 
accurate threat detection and response. The Senseon platform offers 
complete visibility across infrastructure, devices, users and their 
behaviours, helping you to understand cyber threats with unique 
narrative-based visualisations.

Senses
Senseon’s multiple threat-detection senses work together to detect 
unusual activity across an enterprise’s entire digital estate, covering 
the gaps that single point solutions create. It deploys across all 
environments, including enterprise, IoT, ICS, cloud and SaaS. Hardware 
or virtual appliances sit within your network or cloud and software is 
deployed across your endpoints. Senseon’s unique ‘Investigator Bots’ 
act as external observers that look from the outside in to provide an 
extra layer of intelligence from an attacker’s perspective.

Understands
Senseon uses unique AI Triangulation to correlate and cross reference 
all information gathered across the network, endpoint and Investigator 
Bots. This conversation-like approach allows Senseon to follow the path 
of an attack from multiple perspectives as it moves around devices or 
the network, understanding its characteristics and features to build a 
true picture of the threat. The result: context-rich and accurate alerts.

Visualises
Senseon’s unique Case Visualiser displays the emergence of threats 
in a step-by-step narrative format that can be understood by anyone. 
While traditional tools require staff to monitor, investigate and take 
action against a threat, Senseon unifies all of these processes. The 
integrated, easy-to-use platform automates the investigation, saving 
time and resources.

Beyond the anomaly
Senseon’s unique combination of AI Triangulation and automated 
investigation reduces the high number of false positive alerts 
that security teams are currently burdened by. Because Senseon 
determines what is actually a threat, rather than what is just new or 
unusual behaviour, we reduce the time typically dedicated to manual 
investigation so that teams can better utilise their resources.

Sensory AI_

CISOs see real value 
in the way Senseon’s 
product - through the 
use of AI Triangulation 
and Sensory AI - can 
provide them with 
one cohesive platform 
that protects their 
organization from 
emerging threats, 
essentially replacing 
the need to purchase 
multiple single-point 
solutions.
Grace Cassy, Co-Founder, CyLon

90% of CIOs say AI will 
increase the accuracy 
and speed of decisions
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The position is clear. In the current 
climate, enterprises are not able to 
effectively protect their networks and 
data from cyber-attacks. Without 
utilising machine learning enhanced by 
integrated intelligence, organizations 
cannot keep up with the volume and 
velocity of today’s threats. We must 
now look to approaches like Sensory AI.

Take back the advantage
The balance has tilted in favour of the attackers, but there is now 
a real opportunity for those on the side of the defenders to regain 
that advantage and stay ahead of the threat. However, organizations 
cannot do this alone, and must look towards intelligent technology to 
augment their abilities. 

Simplify the security stack
We must reduce the burden placed upon security teams who manage 
numerous solutions and face an overwhelming number of alerts. 
Instead we need to look towards one cohesive platform with an 
intelligence-enhanced machine learning approach. 

Gain visibility and detection across the entire estate
Single point solutions only see a fraction of an organization’s estate. 
They not only miss threats but are also not able to understand the 
complete story behind an attack, or follow it as it moves around an 
organization. Senseon’s AI Triangulation methods correlate multiple 
data streams to build an accurate, context-rich picture of threats from 
multiple perspectives. 

Respond more quickly
We must demand real time threat detection and automated 
investigation. 

Go beyond the anomaly
Being told that behaviour is merely new or unusual is not enough. We 
must look towards technologies which leverage machine learning 
to detect anomalies, and then automate the investigation and alert 
organizations only to what is genuinely interesting or malicious. 

Free up teams to focus on what matters
Approaches like Senseon begin to bridge the vast skills and knowledge 
gap that we already face, and that is only going to increase. We need 
technologies that augment the analyst. 

Senseon’s unique approach is founded on these principles.

Conclusion_

54% of companies 
have experienced 
successful attacks that 
compromised data or IT 
infrastructure

I sleep safer at night 
knowing Senseon has our 
backs.
COO London’s ‘Top Forex Broker 2017’





About Senseon

Senseon is the next phase of AI for cyber defence, moving beyond rules-based systems that 
are too rigid to keep pace with emerging cyber-attacks or ineffective AI systems which cannot 
differentiate between unusual behaviour and malicious threats. Unique to Senseon, ‘AI 
Triangulation’ understands and correlates threats across an organization’s entire digital estate, 
providing much needed context and clarity in an increasingly noisy landscape. Founded in 
2017, Senseon brings together cyber security experts, former government cyber operatives 
and applied machine learning specialists. Headquartered in London, UK and Chicago, USA, 
Senseon also has a presence in the Middle East and Australia. 
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