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EXECUTIVE 
SUMMARY

The 2018 Public Cloud Performance Benchmark Report measures and compares network 
performance between the top three public cloud providers - Amazon Web Services (AWS), 
Microsoft Azure (Azure) and Google Cloud Platform (GCP). The measurements gathered 
benchmark the cloud providers against each other to discover what constitutes average, 
normative and best-in-class network performance. As a first-year study, the collected data 
will act as a historical benchmark to compare data from subsequent yearly studies. 

Enterprises making cloud choices lean heavily on comparative studies. Most previously 
available studies on the Big 3 focus on services offered, pricing tiers, and global data 
center presence. However, performance studies of public cloud providers have been 
missing in action. The few studies that exist lack breadth of coverage, as well as both 
depth and duration of metric data. The 2018 Public Cloud Performance Benchmark 
Report provides a unique, unbiased third-party and metric-based perspective on public 
cloud performance as it relates to both end-user experience and back-end application 
architecture. For enterprises embracing digital transformation and venturing into the public 
cloud, the metrics and insights presented in the benchmark report will serve as a data-
driven guide to best practices and decision-making for operating in the cloud. 

The report reveals comparable network performance data and strong internal backbones 
across all three public cloud providers. However, public cloud provider connectivity 
approaches vary significantly, leading to geographical disparities in network performance 
and predictability. However, the report also shows that strong network peering and 
performance between the Big 3 supports multi-cloud strategies.

Ultimately, it is imperative for enterprise IT leaders to understand that cloud architectures 
are complex and not rely on network performance and connectivity assumptions 
or instincts while designing them. Enterprises relying heavily on the public cloud or 
considering a move to the cloud must arm themselves with the right data on an ongoing 
basis to guide them through planning and operational stages. Every organization is 
different, cloud architectures are highly customized and hence these results must be 
reviewed through the lens of one’s own business in choosing providers, regions and 
connectivity approaches. 
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METHODOLOGY

The findings presented in this report are based on data gathered from periodically monitoring bi-
directional network performance such as latency, packet loss and jitter to, within and between multiple 
global regions of the three public cloud providers over a four-week period.  

Analysis of over 160M data points and in-depth path traces culminate as insights, trends and 
recommendations prescribed in this report. The insights uncovered in this report are categorized into five 
key areas based on two guiding principles—the data collection methodology and common trends seen 
across the data set. While the principles of data collection such as metrics gathered or frequency of testing 
remained consistent within the study, multiple test methodologies were deployed. 

End-UsEr MEasUrEMEnts
Performance from global user location vantage points to global 
cloud regions across all three providers.

IntEr-aZ and IntEr-rEgIon MEasUrEMEnts
Inter-AZ and Inter-region performance within the same  
cloud provider.

MUltI-CloUd MEasUrEMEnts
Network performance between the three public cloud providers; 
AWS—Azure, Azure—GCP and GCP—AWS.
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END-USER MEASUREMENTS
Network performance metrics were gathered every 10 minutes from 27 user location vantage points deployed 
in data centers around the globe to 55 cloud regions across all three providers. Network tests utilize TCP-based 
probes to collect hop-by-hop network path data along with network metrics like loss, latency and jitter. The data 
consists of bi-directional measurements and includes both forward and reverse path information. 

55 CLOUD REGIONS

AWS
ca-central-1 | Montreal, Canada
sa-east-1 | São Paulo, Brazil
us-east-1 | Ashburn, VA
us-east-2 | Columbus, OH
us-west-1 | San Jose, CA
us-west-2 | The Dalles, OR
eu-central-1 | Frankfurt, Germany
eu-west-1 | Dublin, Ireland
eu-west-2 | London, UK
eu-west-3 | Paris, France
ap-northeast-1 | Tokyo, Japan
ap-northeast-2 | Seoul, South Korea
ap-south-1 | Mumbai, India
ap-southeast-1 | Singapore
ap-southeast-2 | Sydney, Australia

Azure
Brazil South | São Paulo, Brazil
Canada Central | Toronto, Canada
Canada East | Quebec City, Canada
Central US | Des Moines, IA
East US | Ashburn, VA
East US 2 | Boydton, VA
North Central US | Chicago, IL
South Central US | San Antonio, TX
West US | Santa Clara, CA
West US 2 | Quincy, WA
France Central | Paris, France
North Europe | Dublin, Ireland
UK West | Cardiff, UK
West Europe | Amsterdam, Netherlands
Australia East | Sydney, Australia
Australia Southeast | Melbourne, Australia
Central India | Pune, India
East Asia | Hong Kong, Hong Kong
Japan East | Tokyo, Japan
Japan West | Osaka, Japan
Korea Central | Seoul, South Korea
Korea South | Busan, South Korea
South India | Chennai, India
Southeast Asia | Singapore
West India | Mumbai, India

GCP
northamerica-northeast1 | Montreal, Canada
southamerica-east1 | São Paulo, Brazil
us-central1 | Council Bluffs, IA
us-east1 | Moncks Corner, SC
us-east4 | Ashburn, VA
us-west1 | The Dalles, OR
europe-west1 | St. Ghislain, Belgium
europe-west2 | London, UK
europe-west3 | Franfurt, Germany
europe-west4 | Eemshaven, Netherlands
asia-east1 | Changhua, Taiwan
asia-northeast1 | Tokyo, Japan
asia-south1 | Mumbai, India
asia-southeast1 | Singapore
australia-southeast1 | Sydney, Australia

us-east-1

North Europe

asia-south1

27 USER LOCATION VANTAGE POINTS  
New Delhi, India
Seattle, WA
Kwai Chung, Hong Kong
São Paulo, Brazil
Dallas, TX
Chicago, IL
London, England
Los Angeles, CA
Singapore
Ashburn, VA
Madrid, Spain
Toronto, Canada
Tokyo, Japan
Guadalajara, Mexico
Seoul, South Korea
New York, NY
Dublin, Ireland
Houston, TX
Frankfurt, Germany
Milan, Italy
Taipei, Taiwan
Munich, Germany
Melbourne, Australia
Manchester, England
San Francisco, CA
Shanghai, China

Bi-directional tests gather network metrics such as latency, packet loss and jitter from globally 
distributed user locations to 55 cloud regions of all three public cloud providers

FIGURE 1
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INTER-AZ AND INTER-REGION  
MEASUREMENTS
As Availability Zones (AZ) and Regions are within a cloud provider, measurements in this category are 
limited to a single public cloud provider. Inter-AZ network performance metrics were collected every 
10 minutes from four AWS regions, four GCP regions and one Azure region. As Availability Zones 
are mapped independently within each account, sample sets from multiple AZ pairs were analyzed 
to discount any exceptions. Average Inter-AZ latency metrics per provider are presented to assess 
relative performance between the three cloud providers.  
 
 
 

 

AP-SOUTH-1

A B

C

US-CENTRAL

A B

C

ASIA-SOUTH-1

A B

C

Inter-AZ tests are isolated to a single cloud provider, but measured across global regions

FIGURE 2

Similar to Inter-AZ, Inter-region measurements are limited to a single cloud provider. The number of 
combinations depend entirely on the number of regions we tested against. As seen in Figure 1, AWS and 
GCP sample set includes 15 regions each, while Azure measurements are between 25 regions. For Azure, 
given the large matrix combinations involving 25 regions, only selected regional metrics are presented  
in this report.

Inter-region tests are within a single cloud provider

FIGURE 3

 France Central
 

North Europe

West Europe

sa-east-1

ca-central-1
us-west-2

asia-south1

asia-northeast1
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MULTI-CLOUD  
MEASUREMENTS 
Performance metrics involve all combinations across multiple global regions across all three providers. 
Given the extensive multi-cloud matrix and consistent performance, only selected regional metrics are 
presented in this report as they are conclusively representative of the broader set of data points. 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

Multi-cloud measurements

FIGURE 4
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FINDINGS AND  
TAKEAWAYS

Cloud ConneCtivity and arChiteCture 
Architectural and connectivity differences between cloud providers 
result in varied levels of Internet exposure, thus impacting performance 
stability and user experience. 

Global network PerformanCe 
Despite the generally consistent performance across providers, 
geographical exceptions exist that can affect application delivery to 
users in diverse geographical regions. 

inter-aZ and inter-reGion PerformanCe 
Multi-AZ and Multi-Region architectures are ready for deployments that 
focus on resiliency. 

multi-Cloud PerformanCe
Direct peering and optimized internal architectures deliver consistent 
and reliable network performance for multi-cloud scenarios.

ChanGe is Constant in the Cloud
The cloud is constantly evolving and lacks steady state.
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CLOUD CONNECTIVITY AND 
ARCHITECTURE
Cloud connectivity determines how users around the globe access resources deployed in the public 
cloud. For enterprises building their services on the public cloud, cloud connectivity architectures can 
directly impact the end-user experience. Deployments with an increased reliance on and exposure to the 
Internet, a best effort network, are subject to greater operational challenges and risks. Detailed network 
path data obtained through the End User Measurements methodology referenced earlier serves as the 
basis for the insights presented in this section. 

Analysis of network path data reveals contrasts in cloud connectivity architectures between AWS, Azure 
and GCP, primarily around the level of Internet exposure in the end-to-end network path. AWS’ network 
design forces traffic from the end user through the public Internet, only to enter the AWS backbone 
closest to the target region, as seen in Figure 5. This behavior is in stark contrast to how Azure and GCP 
design their respective networks. In the latter (Figure 6 and Figure 7), traffic from the end-user, irrespective 
of geographical location, is absorbed into their internal backbone network closest to the user, relying less 
on the Internet to move traffic between the two locations.

UNDERSTANDING PATH VISUALIZATION 

Path Visualization traces the journey of traffic streams from source to destination, identifying hop-
by-hop nodes with metrics such as path latency, forwarding loss at each node, link delays and 
Quality of Service (DSCP) remarkings along the way. Figure 5, 6 and 7 represent the path from 
two user locations on the left to the Virginia data centers of all three cloud providers. Nodes along 
the path are grouped by location and network they belong to, and the number within the circle 
represents the number of grouped nodes. Grouped nodes are denoted by the network to which 
they belong and the Autonomous System Number (ASN) of the ISP network along with the physical 
location of the nodes in the group. 

 AWS connectivity architecture

FIGURE 5

Amazon.com  (AS 16509) 
Ashburn, US

Amazon.com  
(AS 16509) 

Ashburn, US

Cogent Comm  
(AS 174) Singapore

Ashburn, VA  
(AWS us-east-1)

Singapore

Milan, Italy

Singapore Web 
Hosting (AS 38001) 

Singapore

Singapore Web 
Hosting (AS 38001) 

Singapore

ANEXIA (AS 42473) 
Milan, Italy

ANEXIA (AS 42473) 
Milan, Italy

Telecom Italia 
Sparkle (AS 6762) 

Milan, Italy

Telecom Italia 
Sparkle (AS 6762) 

Milan, Italy

Telecom Italia 
Sparkle (AS 6762) 

Ashburn, VA

Telecom Italia 
Sparkle (AS 6762) 

Ashburn, US

Singapore Web Hosting  
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Singapore
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Singapore
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Los Angeles
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Amazon.com  
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multiple ISPs, before 
entering Amazon’s 
backbone in Dallas.
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Connectivity architectures vary between the three cloud providers due to differences in global routing 
policies. AWS does not anycast public routes associated with each of their regions from global edge 
locations, resulting in traffic always flowing across the Internet to their regions. 

Why AWS chooses to route its traffic through the Internet while the other two big players use their internal 
backbone might have to do with how each of these service providers has evolved. Google and Microsoft 
have the historical advantage of building and maintaining a vast backbone network. AWS, the current market 
leader in public cloud offerings, focused initially on rapid delivery of services to the market, rather than 
building out a massive backbone network. Given their current position, increasing profitability and recent 
investments in undersea cables, it is likely that their connectivity architecture will change over time.

Richmond, VA  
(Azure eastus)

Milan, Italy

Singapore

Traffic from users in Milan, Italy and London, 
England enter the Microsoft backbone 
through their POP’s in Milan and London 
respectively.

Traffic from Singapore enters 
the Microsoft backbone closest 
to the user, in Singapore itself. 

Azure connectivity architecture 

FIGURE 6

Singapore Web Hosting  
(AS 38001) Singapore

Singapore Web Hosting  
(AS 38001) Singapore

ANEXIA (AS 42473) 
Milan, Italy

ANEXIA (AS 42473) 
Milan, Italy

Telecom Italia Sparkle  
(AS 6762) Milan, Italy

Telecom Italia Sparkle  
(AS 6762) Milan, Italy

Microsoft  
(AS 8075) Milan, Italy

Microsoft (AS 8075)  
Frankfurt am Main, Germany

Microsoft (AS 8075)  
Amsterdam, Netherlands

Microsoft (AS 8075)  
London, UK

Microsoft (AS 8075)  
New York, US

Microsoft (AS 8075)  
Washington, US

Microsoft (AS 8075)  
Los Angeles, US

Microsoft (AS 8075)  
Washington, US

Microsoft (AS 8075)  
US

Microsoft (AS 8075)  
Singapore

Cogent Comm (AS 174)  
London, UK

NTT America, Inc. (AS 2914)  
London, UK

Coreix Limited (AS 31708)  
London, UK

London, England
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The Internet is a best effort medium, a constellation of ISP networks that is vulnerable to security threats, 
DDoS attacks and ISP outages. Relying on the Internet increases unpredictability in performance, creates 
risk for cloud investments and raises operational complexity. For instance, AWS connectivity architecture 
results in poor performance predictability, especially in parts of the world that are known to have a less 
reliable Internet. Figure 8 represents the variation in network latency in global continents when connecting 
to hosting regions located in India (AWS: ap-south-1, Azure: West India, GCP: asia-south1) and Singapore 
(AWS: ap-southeast-1, Azure: Southeast Asia, GCP: asia-southeast1). The larger the latency variation, the 
lower the performance predictability. 
 
 

 

 
AWS has the lowest performance predictability in Asia
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FIGURE 8

Enterprises considering a move to the public cloud should consider connectivity architectures to evaluate their 
appetite for risk while striking a balance with features and functionality. Enterprises should also be aware that 
even though public cloud backbones are each maintained by a single vendor, they are still multi-tenant service 
infrastructures that typically don’t offer SLAs. Furthermore, public cloud connectivity architectures continuously 
evolve and can be subject to precipitous changes at the discretion of the provider.

Ashburn, VA  
(GCP us-east-4)

New Delhi, India

São Paulo, Brazil

London, England

GCP connectivity architecture

FIGURE 7
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GLOBAL NETWORK PERFORMANCE
Understanding network performance as it relates to the consumers of the service provides enterprises 
a data-based approach to choosing the right cloud provider and regions. Network performance latency 
from global user locations to various geographical regions (data centers) of the three cloud providers 
exhibited comparable overall performance. Despite generally consistent performance, we found 
important exceptions in network latency, especially in geographical regions such as Asia and LATAM. 
Enterprises considering cloud deployments across multiple geographical regions can use these data 
points to inform their architectural decisions.

Network packet loss between user locations and all 55 global regions across the three cloud providers 
is negligible, except for users in China and Taiwan. This comes as no surprise given the great firewall 
and other traffic restrictions in the region. For users connecting from the Chinese region, the rule of 
thumb for enterprises is to utilize the China data centers of their respective cloud providers to host their 
services or workloads. 

The graph in Figure 9 represents the mean bi-directional latency from different continents to the 
Virginia data center of all three public cloud providers. AWS and GCP have their Eastern U.S. regional 
data centers in Ashburn, VA, commonly referred to as us-east-1 and us-east4 respectively, while Azure’s 
data center in the eastern United States (East US) is located in Richmond, VA. As evident from the data, 
latency is comparable across all the three providers. The fluctuations in network latency, measured by 
standard deviation, is denoted by the vertical dark lines within each measurement.
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FIGURE 9
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Network latency to the UK region of the three providers exhibited similar characteristics as well. As one 
would expect, Europe exhibits minimum latency as traffic from European vantage points need to only 
traverse a short path to reach data centers located in the United Kingdom. 
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FIGURE 10



 14  |  Public Cloud Performance Benchmark Report

PERFORMANCE EXCEPTIONS
REGIONAL EXCEPTION 1: INDIA
Performance variations in certain geographies highlight the reality that public cloud vendors do not yet 
have consistent performance globally. For an enterprise with a global customer base, the insights from 
these findings should factor into cloud architecture decisions.

The graph in Figure 11 represents the mean bi-directional latencies from across the globe while 
connecting to data centers located in India, across all three providers. GCP users connecting from Europe 
experience approximately three times the network latency (359 ms) when compared to AWS and Azure 
(128 ms). Also notice the variation in network latency or standard deviation, indicated by the black vertical 
line, is significantly higher with AWS in Asia. Such large swings can impact user experience and most likely 
corresponds to the relatively poor quality of the Internet in Asia. AWS deployments, as explained earlier, 
have a higher dependence on the Internet, explaining the large variation as compared to Azure and GCP. 

 

 
 

Asia Europe North America Oceania South America

USER LOCATION

BI-DIRECTIONAL LATENCIES
HOSTING REGION—MUMBAI REGION

Users in Europe relying on GCP experience 3 times the latency when compared to AWS and Azure users

FIGURE 11
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The anomalously high latency from Europe directly correlates to how GCP routes traffic from Europe to 
Asia. GCP relies heavily on its internal backbone to move traffic globally. The lack of direct backbone 
connectivity from Europe to India in the Google Cloud network results in traffic taking a circuitous route 
(Figure 12) through the United States to reach India. This results in much higher network latency, with 
the potential to affect users connecting to workloads in GCP Mumbai. Azure, on the other hand finds an 
optimal route to India (Figure 13), translating into a better user experience.  

 

 Traffic from Europe traverses a circuitous route through the GCP backbone via 
the United States to reach India

FIGURE 12

 

 

Users on Azure experience a more optimal network route from Europe to India
FIGURE 13
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REGIONAL EXCEPTION 2: SINGAPORE 
Performance to the Singapore data centers also deviates from expected measurements. AWS and GCP 
are 1.5 times slower than Azure when connecting users from Europe. AWS deployments are also subject 
to far higher latency variation for users in Asia and Europe. 

 

 

 
 

Azure delivers faster performance from users in Europe to the Singapore region
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REGIONAL EXCEPTION 3: SOUTH AMERICA 
Even when in-region users can connect quickly to the cloud across all three providers, there are 
interesting differences. For example, users in South America connecting to the regional Azure data center 
in Brazil will see 4 times the network latency when compared to AWS and GCP.

 
 

 Azure is four times slower in Brazil than AWS and GCP
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FIGURE 15
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For performance measurements to the 55 global regions of the three providers from vantage points listed 
in Figure 1, refer to this report’s Appendix.
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INTER-AZ AND INTER-REGION 
PERFORMANCE
INTER-AZ PERFORMANCE
Availability Zones (AZ) or Zones are fault-isolated locations within data center regions from which public cloud 
services originate and operate. AZs hold relevance only within a single geographical region and provide an 
extra layer of resiliency that is commonly used for redundancy, load-balancing and disaster recovery. While all 
three cloud providers evaluated in this report use AZs as the core building block of their data centers, it is a 
relatively newer concept for Azure, starting out in North America and Europe. For this reason, we limited the 
number of Azure regions that were tested for this study. At the time of writing this report, the globally available 
regions and AZs for each of the three public cloud provider are listed below. 

Cloud Provider regions AvAilAbility Zones # of regions with AZs

AmAzon Web ServiceS 19 55 19

microSoft Azure 54 15  5

GooGle cloud PlAtform 17 52 17

Overall, all three providers have consistent, reliable and strong Inter-AZ performance. Network latency 
measurements range from 0.5ms to 1.5ms. Low latency metrics such as these are positive indicators 
for multi-AZ redundant deployments, including those that require synchronous data replication.
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Inter-AZ latencies in AWS, Azure and GCP

FIGURE 16

While network latency was predictable for the most part, some regions were prone to greater fluctuations 
than others, as seen in figure 17. The variations are contained to certain AZ pairs that were being tested. 
Such rolling variations are most likely harmless and might typically go unnoticed, but when they last over 
a prolonged period of time, they have the potential to impact the performance of applications relying on 
these regions or AZs. 

 

 

 

Inter-AZ latency variations within AWS regions

FIGURE 17
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INTER-REGION PERFORMANCE
Inter-region performance is critical for enterprises adopting a tiered multi-region architecture. A common 
practice across cloud architectures is to distribute compute or workloads in global regions but centralize 
common functions or services such as storage or databases in a single region. Tiered architectures with 
geographical expanse can incrementally affect network latencies thus impacting end-user experience. We 
analyzed Inter-region performance within AWS, Azure and Google across all regions listed in Figure 1. 

Path analysis (Figure 18) indicates that Inter-region communication between compute services stays within 
each provider’s internal network. Network metrics such as packet loss and jitter were minimal across all three 
provider backbones, signaling strong and resilient networks suitable for distributed tiered architectures. 
 

These Inter-region network paths stay within AWS’ infrastructure

FIGURE 18

Amazon.com, Inc.  
(AS 16509)  

Hesse, Germany

Amazon.com, Inc.  
(AS 14618) Ashburn, US

 

Inter-region network latency metrics for all three cloud providers are listed in Table 1, 2 and 3 below.  
Note that per our methodology notes, not all Azure regions are accounted for in the table.

UNDERSTANDING INTER-REGION MEASUREMENTS

Inter-region latencies for each public cloud provider are compared against geographical 
baseline measurements between those locations over an Internet path. Given a well 
connected and robust internal backbone, we expect latency measurements within a 
provider to be quantitatively better than the baseline measurements. Use the following 
key to read through Tables 1, 2 and 3.

■ 10% faster than baseline ■ Same as baseline 

■ 10% slower than baseline  ■ 30% slower than baseline
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averaGe bi-
direCtional 
latenCy (ms)

Ca-Central-1 
montreal, 

Canada

sa-east-1 
são Paulo, braZil

us-east-1 
ashburn, va

us-east-2 
Columbus, oh

us-west-1  
san Jose, Ca

us-west-2  
the dalles, or

eu-Central-1 
frankfurt, 
Germany

eu-west-1 
dublin, uk

eu-west-2  
london, uk

eu-west-3  
Paris, franCe

aP-northeast-1 
tokyo, JaPan

aP-northeast-2 
seoul,  

south korea

aP-south-1 
mumbai, india

aP-southeast-1 
sinGaPore

aP-southeast-2 
sydney, australia

ca-central-1 123.64 14.42 24.21 75.87 66.29 100.54 77.71 89.04 91.61 156.76 183.57 198.36 220.14 209.84

sa-east-1 139.75 150.14 198.58 183.34 225.86 183.8 212.13 216.7 269.03 294.85 323.33 331.49 325.57

us-east-1 12.15 64.38 81.08 87.76 70.33 76.26 78.81 165.51 188.03 185.52 228.02 205.2

us-east-2 51.5 69.5 97.54 84.88 86.37 88.52 157.23 183.58 195.28 221.88 195.86

us-west-1 21.13 146.61 130.22 138.35 138.41 110.99 136.18 244.19 174.19 147.39

us-west-2 158.71 133 153.62 154.27 100.42 126.24 217.37 162.61 162.05

eu-central-1 21.75 12.87 11.02 234.73 261.82 111.23 165.06 290.61

eu-west-1 11.76 17.04 222.15 248.83 124 177.13 276.16

eu-west-2 8.19 229.15 250.37 115 168.13 281.09

eu-west-3 242.9 269.13 108.76 161.87 281.8

ap-northeast-1 33.26 125.17 70.45 109.59

ap-northeast-2 152.05 96.19 132.6

ap-south-1 55.49 228.48

ap-southeast-1 174.65

ap-southeast-2

■ 10% faster than baseline ■ Same as baseline ■ 10% slower than baseline ■ 30% slower than baseline

TABLE 1. INTER-REGION NETWORK LATENCY MEASUREMENTS IN AWS
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averaGe bi-
direCtional 
latenCy (ms)

Canada 
Centraltoronto, 

Canada

braZil south 
são Paulo, braZil

east us  
ashburn, va

Central us 
des moines, ia

west us 
santa Clara, Ca

west us 2 
QuinCy, wa

north euroPe 
dublin, 
ireland

uk west 
Cardiff, uk

franCe Central 
Paris, franCe

west euroPe 
amsterdam, 

netherlands

JaPan east 
tokyo, JaPan

korea Central 
seoul,  

south korea

west india 
mumbai, india

southeast asia 
sinGaPore

australia east 
sydney, australia

canada 
central 131.87 24.94 28.59 66.08 64.44 76.71 88.63 94.3 93.25 167.17 201.69 199.78 231.5 302.69

Brazil south 120.55 151.69 171.09 187.83 190.33 184.49 189.74 188.58 260.88 297.33 293.55 326.84 214.67

east us 32.09 67.76 73.26 108.4 77.46 82.17 90.4 152.02 201.06 190.92 218.65 194.85

central us 43.78 37.26 103.19 109.02 108.76 120.04 140.39 182.55 225.63 204.87 189.39

west us 23.43 145.26 146.52 146.3 154.09 110.77 151.51 237.15 175.23 150.4

west us 2Quincy, wa 139.72 144.96 144.73 155.6 104.32 144.29 229.7 168.9 170.6

north europe 14.28 19.32 19.26 240.32 274.7 126.31 194.28 277.27

uK west 12.37 11.42 228.23 262.97 118.69 180.59 270.21

France central 13 233.35 266.04 107.7 166.36 274.96

west europe 232.62 267.53 120.99 191.05 274.8

Japan east 55.59 127.31 68.75 107.32

Korea central 130.62 71.49 140.98

west india 65.69 162.15

southeast asia 108.36

australia east

■ 10% faster than baseline ■ Same as baseline ■ 10% slower than baseline ■ 30% slower than baseline

TABLE 2. INTER-REGION NETWORK LATENCY MEASUREMENTS IN AZURE
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averaGe bi-
direCtional 
latenCy (ms)

northameriCa-
northeast1 
montreal, 

Canada

southameriCa-
east1 

sao Paulo, braZil

us-east4 
ashburn, va

us-Central1 
CounCil bluffs, 

ia

us-east1  
monCks Corner, 

sC

us-west1the 
dalles, or

euroPe-west3 
franfurt, 
Germany

euroPe-west2 
london, uk

euroPe-west1 
st. Ghislain, 

belGium

euroPe-west4 
eemshaven, 

netherlands

asia-northeast1 
tokyo, JaPan

asia-east1 
ChanGhua, 

taiwan

asia-south1 
mumbai, india

asia-southeast1 
sinGaPore

australia-
southeast1 

sydney, australia

northamerica-
northeast1 143.44 15.34 32.3 26.48 65.76 93.45 80.64 88.78 94.88 153.39 183.73 272.25 215.46 203.63

southamerica-east1 130.42 145.81 118.66 172.94 215.75 205.61 210.94 213.36 260.41 290.59 382.51 322.58 305.41

us-east4 25.92 13.26 59.63 87.16 76.67 83.09 84.87 147.1 177.63 268.81 209.39 197.56

us-central1 37.23 36.9 110.68 100.71 106.27 108.85 123.56 155.2 246.12 186.46 173.11

us-east1 68.51 98.69 88.35 93.9 96.1 155.7 186.17 277.28 217.93 200.9

us-west1 144.24 134.77 139.66 142.62 89.19 119.17 210.89 150.88 161.63

europe-west3 13.24 8.14 8.19 231.96 262.3 353.75 294.01 282.31

europe-west2 7.37 10.35 221.84 253.04 343.99 284.1 272.45

europe-west1 8.07 227.44 258.18 349.08 289.49 277.94

europe-west4 229.87 253.04 351.76 292.21 280.1

asia-northeast1 34.54 127.52 68.02 104.34

asia-east1 109.46 49.45 128.8

asia-south1 60.78 228.92

asia-southeast1 168.49

australia-southeast1

■ 10% faster than baseline ■ Same as baseline ■ 10% slower than baseline ■ 30% slower than baseline

TABLE 3. INTER-REGION NETWORK LATENCY MEASUREMENTS IN GCP
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MULTI-CLOUD PERFORMANCE
Multi-cloud strategies and initiatives are on the rise as enterprises look to reduce vendor lock-in and access 
best of breed services from cloud providers. Network performance has not been a traditional metric to 
consider in the formulation of a multi-cloud strategy, however, global performance variations presented 
above reinforce the case for multi-cloud. 

Multi-cloud performance reflects a symbiotic relationship between AWS, Azure and GCP. Traffic between 
cloud providers almost never exits the three provider backbone networks, manifesting as negligible loss and 
jitter in end-to-end communication.

aws - aZure aZure - GCP GCP - aws

Jitter 0.43ms 0.29ms 0.50ms

pacKet loss 0.01% 0.01% 0.01%

Despite being competitors the three providers peer directly with each other, eliminating the dependence 
on third party ISPs for multi-cloud communication. All three cloud providers have vast networks and are 
well connected across multiple popular colocation facilities. Figure 19 represents the path from a few AWS 
regions to Azure’s Virginia data center. The green circles represent nodes within the Microsoft backbone. 
We can see Microsoft’s network directly peering with AWS.
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Ashburn, VA (AWS us-east-1)

Richmond, VA 
(Azure eastus)

Microsoft

Microsoft

Microsoft

Microsoft 8075)

Microsoft 8075)

Microsoft 8075)
Microsoft 8075)

Microsoft

Mumbai, India  
(AWS ap-south-1)

Paris, France 
(AWS us-west-3)

Network path between AWS regions to Azure’s Virginia data center

FIGURE 19

Closely observing the path reveals a rather interesting trend on traffic handoff. Traffic from AWS always 
leaves the AWS backbone closest to the origin. For instance, traffic from Mumbai, India  
(AWS ap-south-1) is handed off to Azure in Mumbai. Similar trends are evident in the network path from 
Paris (AWS eu-west-3) and Ashburn, VA (AWS us-east-1) as well. AWS architects its network to push traffic 
away from it as soon as possible. A possible explanation for this behavior is the high likelihood that the 
AWS backbone is the same as that used for amazon.com, so network design ensures that the common 
backbone is not overloaded. 

Given the large matrix combinations involving 55 regions, only selected regional metrics are presented in 
this report. Refer to the report’s Appendix for access to a snapshot of multi-cloud latency metrics. 
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CHANGE IS CONSTANT  
IN THE CLOUD
On-going network optimizations and improvements indicate that change is the only constant in the 
cloud, mostly in a positive sense. In 2017 the Inter-AZ latency in eu-west-2 recorded an average of 
5ms, with peaks up to 15ms, as seen in Figure 20 below. However, in 2018, network latency in the same 
AWS region has been optimized to an average of 1ms. The year over year improvement in Inter-AZ 
performance is a strong indication that the public cloud providers are investing in their infrastructure 
and services. 

 

2017: Relatively high Inter-AZ network latency in AWS eu-west-2

FIGURE 20

 

2018: Much improved Inter-AZ network latency in AWS eu-west-2

FIGURE 21
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Despite strong and comparable network performance across all the three public cloud providers, 
anomalies and fluctuations, while not frequent, do exist. For instance, the graph below identifies variations 
in Inter-AZ performance within a few geographical regions in GCP. Baselining to understand performance 
expectations along with continuous monitoring is imperative for enterprises to operate efficiently in  
the cloud.

 

Inter-AZ latency anomalies observed across GCP regions over 30 days

FIGURE 22

GCP INTER-AZ NETWORK LATENCY
Network - Agent to Agent—Latency- Both Directions • 15 Tests
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Cloud connectivity architectures are also subject to change over time. Google recently announced the 
concept of network tiers, allowing them to monetize their strong internal backbone, carrying the potential 
to alter how users connect to Google Cloud. To stay competitively relevant, it is highly probable that 
other providers might race to provide similar service tiering in the future. Cloud connectivity architectures 
in the coming years could be significantly different across the three providers, varying across multiple 
dimensions - reliance on the Internet, network performance and SLAs.

https://cloud.google.com/network-tiers/
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CONCLUSION AND RECOMMENDATIONS

Network performance is strong across all three public cloud providers, yet important variances exist. Cloud providers are continuously optimizing their networks to improve performance, resulting in 
shifting (and mostly improving) performance baselines. While the overall performance data is encouraging, it’s important to remember that cloud provider network connectivity is still generally a best 
effort service. Furthermore, even cloud giants aren’t exempt from events that can negatively impact performance. Continuous monitoring, data-driven planning and a well-defined operational process 
are essential to success.

toPiC findinGs Proof Points Cited in the rePort imPaCt reCommendation

Cloud ConneCtivity and arChiteCture Architectural and connectivity differences between 
the three measured cloud providers result in varied 
levels of Internet exposure.

Path visualizations indicate that traffic destined to 
AWS regions (data centers) enters the AWS backbone 
closest to the target region. This is a marked 
difference from how GCP and Azure handle incoming 
traffic. Traffic enters the GCP and Microsoft backbone 
closest to the end-user, regardless of the destination 
region.

AWS deployments feature increased reliance on the 
Internet and are thereby subject to lower performance 
predictability, plus higher operational challenges and 
risks.

Plan your public cloud connectivity in consideration 
your organization’s tolerance for exposure to the 
unpredictable nature of the Internet.

Global network PerformanCe Network performance from global user locations 
to the three cloud providers is generally consistent 
across all geographies. However, exceptions exist, 
and there are notable performance variations in 
geographical regions such as Asia and LATAM.

North America and Western Europe (UK, West 
EU) both showed comparable, robust network 
performance results across all three providers. Yet 
performance anomalies were observed in other 
regions. GCP exhibited 3x the network latency in 
comparison to AWS and Azure from user locations in 
Europe to their respective regions in Mumbai, India. 
AWS and GCP were 1.5 times slower than Azure when 
connecting from Europe to their respective regions in 
Singapore.

Applications delivered to users from geographically 
diverse regions may be impacted by anomalies in 
cloud provider network connectivity.

Include user to hosting region performance data in 
your public cloud region selection criteria.

inter-aZ and inter-reGion PerformanCe Inter-AZ network latency is consistent across all three 
providers and within publicly advertised ranges.

Inter-AZ latency across multiple regions of all three 
providers is between 0.5ms-1.5ms.

Multi-AZ architectures are ready for production 
deployments that focus on resiliency.

Use data from the report to choose the best regional 
connectivity pairings for your tiered, multi-region 
cloud architecture.

Inter-region network latency is aligned with 
geographical expectations. Inter-region traffic 
traversing each provider's backbone exhibits 
negligible packet loss and jitter.

Average inter-region packet loss and jitter is <0.1 
across all three public cloud providers.

Strong internal backbones for all three providers 
mean they are well suited for regionalized service 
load balancing and redundancy architectures.

multi-Cloud PerformanCe Direct peering and optimized internal architectures 
deliver consistent and reliable network performance 
for multi-cloud scenarios.

All three cloud providers peer directly with each other. 
This eliminates dependence on third party ISPs for 
multi-cloud network communication. Average packet 
loss and jitter across the cloud provider networks is 
negligible.

Strong network peering and performance between 
the Big 3 are supportive of multi-cloud deployments.

Evaluate a multi-cloud strategy to compensate for any 
sub-optimal user to cloud performance within your 
primary provider.

ChanGe is Constant in the Cloud Ongoing public cloud provider investments, changes 
in connectivity and the realities of large-scale 
networking and the Internet mean that there's no 
steady state in the cloud.

AWS dramatically improved its inter-AZ performance 
in London between 2017 and 2018. While generally 
strong, network performance is subject to real 
variations, as shown in GCP inter-AZ latency 
measurements.

Despite abundant strengths, the public cloud comes 
with an element of unpredictability that can impact 
application performance and user experience.

Use the data in the report as an overall guide, 
while collecting ongoing performance data for 
operational visibility.
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APPENDIX

• Bi-directional network latency from 27 global locations to 55 regions across AWS, 
GCP and Azure

• Bi-directional packet loss from 27 global locations to 55 regions across AWS, GCP 
and Azure

• Snapshot of multi-cloud latency measurements to AWS us-east-1, AWS ca-central-1, 
GCP us-west1 and Azure useast 

https://app.thousandeyes.com/share/reports/snapshots/?snapshotId=10d78d68-3e22-4a15-8643-3efaf31e19da
https://app.thousandeyes.com/share/reports/snapshots/?snapshotId=10d78d68-3e22-4a15-8643-3efaf31e19da
https://app.thousandeyes.com/share/reports/snapshots/8b70d32b-6562-435b-a67c-bc52a34e981d
https://app.thousandeyes.com/share/reports/snapshots/8b70d32b-6562-435b-a67c-bc52a34e981d
https://app.thousandeyes.com/share/reports/snapshots/3d815cc6-fc30-480d-aec9-050a6d85237a
https://app.thousandeyes.com/share/reports/snapshots/3d815cc6-fc30-480d-aec9-050a6d85237a
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